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Introduction
AI is reshaping how digital experiences are built, delivered, and consumed. While much of the industry’s 
attention has focused on training increasingly large and capable models, a more consequential shift 
is underway: the explosive growth of inference. Inference is quickly becoming the operational heart 
of AI, embedding into every user interaction, application workflow, and, ultimately, every agent-
driven experience. As applications evolve from static interfaces to real-time, intelligent systems, the 
infrastructure that powers the modern web must evolve to support them.

This white paper outlines Akamai’s perspective on this transformation and details the architectural 
principles behind Akamai Cloud for Inference, an infrastructure platform designed for real-time, 
distributed, latency-sensitive inference at global scale. It explains why inference is fundamentally 
different from training, how the rise of agentic applications reshapes compute and network patterns, 
and why highly distributed GPUs combined with edge native decisioning are essential to enabling 
machine-speed AI.
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The rise of inference as the  
dominant AI workload
Although AI training and inference are often discussed together, they represent fundamentally different 
workload profiles. Training is computationally heavy, bursty, and typically orchestrated in discrete cycles. 
Organizations run training jobs to optimize models, scale clusters for throughput, and tune performance 
for massive, finite tasks. For years, these properties drove the industry’s obsession with centralized GPU 
clusters and hyperscale data centers.

Inference behaves in an entirely different way. It is continuous, lightweight, and deeply intertwined  
with user interactions. Every tap, gesture, or spoken command can trigger multiple inference calls,  
each dependent on the latency of the previous step. As generative AI becomes woven into customer  
service experiences, real-time personalization flows, and multimodal applications, the number of  
inference events multiplies rapidly. A single engagement might involve planning, retrieval, reasoning,  
policy checks, and agent-to-agent communication, each one generating micro-inferences that  
chain together.

This exponential growth, along with the demand for instantaneous results, is why we believe inference, 
not training, will likely define the future of AI architecture. The systems that support inference should 
operate at user proximity, scale elastically with interaction volume, and deliver results within the tight 
latency thresholds required for fluid, real-time experiences.
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For decades, the web has operated on predictable, static patterns. Users request content, servers 
respond, and the browser renders the result. Even as applications modernized, the fundamental 
interaction model remained the same: click, fetch, and render.

AI-driven experiences are breaking this paradigm. The next generation of digital applications is 
expected to be conversational, contextual, and continuously adaptive. Systems will personalize 
responses in real time, understand multimodal input, and anticipate user intent. They will not simply 
deliver information; they will be designed to collaborate with users to accomplish tasks.

These emerging capabilities help define what we call the agentic web, where intelligent agents serve  
as the primary interface between people and digital systems. Agents retrieve information, plan multi- 
step workflows, execute actions, and engage with other agents to deliver outcomes. A single session  
can involve hundreds of interdependent micro-inference calls happening across modalities and  
data sources.

Executing this reliably and at scale requires a profound shift in infrastructure design. Centralized models 
cannot keep up with the latency demands, concurrency patterns, or geographic distribution of agentic 
workloads. The agentic web requires compute that is local, distributed, and sensitive to millisecond-level 
performance constraints.

From static web to agentic web
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In traditional inference use cases, such as content generation or summarization, users tolerate minor 
latency in exchange for high-quality output. Agentic applications, however, operate under far stricter 
conditions. When a single result depends on dozens or hundreds of chained micro-inferences, small 
delays compound quickly, leading to sluggish and brittle user experiences.

Latency is not just a technical concern — it has a measurable business impact. Akamai’s platform 
analytics show that as little as 10–15 milliseconds of added delay can increase abandonment during 
critical retail workflows. In an agentic environment, where applications reason in real time, generate 
multimodal responses, and react continuously to user behavior, every millisecond influences the  
overall experience.

Meeting these requirements demands shifting inference closer to users and reducing reliance on 
distant, centralized cloud regions. Real-time personalization, dynamic multimodal generation, and 
agent-to-agent reasoning all require inference operations to be executed at the edge, where latency  
is lowest and responsiveness is highest. This need for ultra-low latency is a core principle behind 
Akamai’s distributed architectural strategy.

Latency, the defining constraint  
of agentic applications
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Inference is not a single compute event but instead a layered model designed to match workload 
characteristics with the right placement, hardware, and intelligence. Akamai Cloud for Inference  
is composed of three tightly integrated layers that are designed to work together to deliver real-time, 
globally distributed AI.

 
1. Centralized AI factories

Centralized factories remain essential for large-scale training, fine-tuning, and specialized “one-shot” 
inference operations that require maximum precision or compute intensity. These facilities run on 
high-end GPUs optimized for throughput and complex model workflows. They provide the foundational 
intelligence that distributed systems depend on — creating, refining, and optimizing the models that 
power downstream experiences.

 
2. Distributed GPU layer

Distributed GPU clusters are essential for real-time inference, agentic workflows, and latency-sensitive 
applications that require proximity to users and data rather than centralized compute.

To address real-time demands, Akamai deploys GPU hardware, including the NVIDIA RTX PRO™ 6000 
Blackwell, across its global network. This layer places compute near population centers, enabling 
inference workloads to execute within milliseconds of the user. By distributing GPUs geographically, 
Akamai reduces latency, increases concurrency, and minimizes the need for long-haul network travel.

This layer is critical for agentic orchestration, where hundreds of micro-inferences must execute reliably 
and continuously. It also delivers cost efficiency by placing the right GPU in the right place at the right 
time — enabling high utilization without the overhead of hyperscale clusters.

A layered architecture for  
distributed inference
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3. Edge routing and security layer

As AI systems scale to millions of low-latency interactions, an intelligent edge routing and security 
layer becomes essential to protect GPUs and optimize traffic flow. Akamai brings decades of edge 
intelligence to AI workloads. The edge is designed to evaluate, secure, and route AI requests before  
they reach inference hardware. This includes:

•	 Validating and classifying incoming requests

•	 Filtering threats, bots, and anomalous behavior

•	 Determining the optimal GPU location based on latency, cost, and availability

•	 Handling token security and privacy-sensitive traffic

This layer helps validate trusted, optimized requests to distributed GPU resources. It also provides real-
time adaptability, dynamically shifting workloads across locations based on performance conditions. 
Together, these layers form Akamai Cloud for Inference.
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Distributed inference requires a hardware strategy aligned with workload patterns. High-end GPUs 
remain essential at centralized AI factories where training and heavyweight inference occur. Meanwhile, 
distributed inference nodes rely on NVIDIA RTX PRO™ 6000 Blackwell GPUs, which deliver the right 
performance profile for lightweight, high-throughput tasks executed close to users. The edge layer 
complements both with routing intelligence, security controls, and local decision-making.

By combining NVIDIA hardware with Akamai’s edge native compute fabric, Akamai Cloud for Inference 
can deliver an optimal balance of performance, efficiency, and geographic coverage, enabling inference 
to run where it makes the most sense.

Matching hardware to workload
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A powerful illustration of this architecture comes from Monks, a media and sports technology partner 
that relies on distributed inference for demanding real-time video workflows.

 
8K immersive sports broadcasting

Monks broadcasts major basketball games in 8K VR. Historically, limited GPU capacity forced 
compromises on resolution, color depth, or frame rate. With Blackwell GPUs deployed across Akamai’s 
platform, Monks can deliver 8K/120 FPS pipelines with native 4:2:2 color fidelity. The improvement 
reduces on-site hardware needs and enables lightweight “fly pack” deployments that simplify 
production logistics while elevating viewer experience.

 
Real-time decision-making in live video

In sports like horse racing, GPS-based tracking is too slow and imprecise to identify positions in tight 
formations. Instead, inference models must analyze video in near real time, processing a few frames at 
a time to detect targets, switch camera feeds, and adjust bitrate within ~35 milliseconds. Distributed 
inference makes these decisions possible by dramatically reducing the distance between camera 
equipment and compute resources.

 
Scaling multi-camera reality productions

Large reality TV productions often involve hundreds of simultaneous video feeds in remote locations. 
Monks uses distributed GPUs to perform segmentation, analysis, and parallel processing across more 
than 300 camera feeds. By shifting these tasks into a distributed network rather than relying on local 
hardware racks, they reduce on-premise infrastructure, improve responsiveness, and streamline the 
production workflow.

These examples demonstrate how proximity of compute directly shapes capability — enabling 
applications that would be challenging or cost-prohibitive under centralized cloud architectures.

Real-world use cases: media and 
video intelligence
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The evolution toward agentic applications is unfolding in phases. First comes distributed inference 
enablement, where compute moves closer to users to meet real-time requirements. Next is real-time 
multimodal intelligence, in which applications blend text, audio, image, and video reasoning with 
dynamic context. Finally, organizations will build fully agentic applications that can autonomously 
retrieve data, plan tasks, collaborate with other agents, and drive outcomes with minimal human 
prompting.

Akamai Cloud for Inference is designed from the ground up to support all three phases. Its distributed 
infrastructure, intelligent edge layer, and GPU-optimized fabric provide the foundation for a world where 
AI is always on — everywhere — and operating at machine speed.

Building the agentic future
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Conclusion
AI is evolving beyond isolated prompt-response interactions and becoming a continuous, embedded 
capability that underpins every user experience across the web. Delivering these intelligent, multimodal, 
agent-driven applications requires an architectural transformation — one built for real-time interaction, 
global reach, and millisecond-level responsiveness.

Akamai’s layered approach — combining centralized AI factories, distributed GPU compute, and 
intelligent edge routing and security — establishes a foundation for this new era. Distributed, latency-
aware infrastructure will be a key factor for determining which platforms can scale and which fall behind 
as inference becomes the dominant workload of the AI age.

Akamai Cloud for Inference is purpose-built for that future, supporting the rise of the agentic web and 
enabling the next generation of real-time, intelligent digital experiences.
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Akamai is the cybersecurity and cloud computing company that powers and protects business online. 
Our market-leading security solutions, superior threat intelligence, and global operations team provide 
defense in depth to safeguard enterprise data and applications everywhere. Akamai’s full-stack cloud 
computing solutions deliver performance and affordability on the world’s most distributed platform. 
Global enterprises trust Akamai to provide the industry-leading reliability, scale, and expertise they need 
to grow their business with confidence. Learn more at akamai.com and akamai.com/blog, or follow 
Akamai Technologies on X and LinkedIn. Published 12/25.
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About Akamai Cloud for Inference
Akamai Cloud for Inference redefines where and how AI is used by bringing intelligent, agentic AI 
inference close to users and devices. The platform combines NVIDIA RTX PRO™ Servers, featuring 
NVIDIA RTX PRO™ 6000 Blackwell Server Edition GPUs, NVIDIA BlueField-3 DPUs, and NVIDIA AI 
Enterprise software with Akamai’s distributed cloud computing infrastructure and global edge network, 
which has over 4,200 locations worldwide. Akamai Cloud for Inference will drive Akamai’s vision for 
highly scalable, distributed AI performance worldwide by leveraging NVIDIA’s latest technologies — 
including the recently announced NVIDIA BlueField-4 DPU — to further accelerate and secure data 
access and AI inference workloads from core to edge.
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